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BASIC REQUIREMENTS OF A GOOD CLINICAL RESEARCH STUDY: 

1. Clearly defined primary objective(s).  

2. Clearly defined primary endpoint(s).  

3. Clearly defined study population.  

4. Clearly defined study design characteristics.  

5. Adequate sample size.  

 

 

 

CHOICE OF CONTROL GROUPS: Critical element of Study design.  

The types of Control Groups: 

1. Placebo, 

2. Different dose levels of the same drug, 

3. Active control(s) 

4. External and Historical control(s) 

 

The control group is primarily related to: objectives of trial, phases of development, ethics, recruitment rates, 

clinical management standards.  



 
 

 

 

 

PLACEBO CONTROLS AND ETHICS: Use of Placebo can be unethical, particularly for serious diseases. 

Use of Placebo can have a serious impact on patient recruitment.   

 

 

 



 
 

 

 

SUMMARIZING DATA 

 

1. Types of Data 

2. Summary statistics for quantitative data 

3. Summary statistics for categorical data 

4. Confidence Intervals.  

 



 
 

 

 

     SUMMARY STATISTICS:  

• A statistic is a numerical summary of the sample of patients in a clinical trial that is used 

to estimate numerical characteristic of the general population of patients. 

• Unfortunately, the patients in a clinical trial are also referred to as the population but try 

to distinguish between this and the general population of all patients. 

Measures of Location for Quantitative Data: 

• Mean = sum of all values divided by the number of observations. 

• Median = the middle value of a sample after they have been ranked in order. 

• Mode = the most frequently occurring value(s). 



 
 

 

 

CONFIDENCE INTERVAL 

• A measure of the precision of our estimate of, for example, the treatment difference. 

• Provides an idea of the range in which the true result in the whole population of future 

patients might lie. 

• Conventionally, 95% confidence intervals are used. 

• A range of values within which we are confident that the true value of a population 

parameter (e.g. the population mean) is contained.  

• For a 95% confidence interval, confidence is based on the idea that if you were to run 

your study many times then 95% of the confidence intervals would contain the 

population parameter of interest. 



 
 

• For Normally distributed data, a 95% CI for the mean is a range that spans ±2 SEs from 

the mean. 

 

 

 

NULL AND ALTERNATIVE HYPOTHESIS: 

• Null Hypothesis (H0) 

(Statement we want to be false) 

Example: There is no difference between Treatments A and B in the proportion of subjects with 

a successful outcome 

• Alternative Hypothesis (Ha) 

(Statement we want to be true) 

Example: There is a difference between Treatments A and B in the proportion of subjects with a 

successful outcome. 

 

POSSIBLE OUTCOMES OF A HYPOTHESIS TEST:  

 



 
 

TYPE I AND TYPE II ERRORS: 

• Type I error: 

Conclude the null hypothesis is false when it is true (false positive). 

Often, this is the regulatory or public health risk. 

Probability of making a Type I error called alpha. 

• Type II error:  

Fail to conclude the null hypothesis is false when it is false (false negative). 

Often, this is the Sponsor’s risk. 

Probability of making a Type II error called beta. 

 

Obesity Trial with 2 treatments:  A & B 

• Objective:  To assess the effects of daily dosing for 12 weeks of treatment A versus 

treatment B on weight in obese patients.  

• Endpoint:  Change from baseline to week 12 in weight (kg)    

• Null hypothesis:  No difference in weight loss for Treatment A and Treatment B. 

• Alternative hypothesis: There is a different weight loss for Treatment A and Treatment B. 

 

THE CONCEPT OF P-VALUE:  

 

STATISTICAL SIGNIFICANCE:  

The statistical significance level is the predetermined Type 1 error rate (alpha) with  

which we compare the p-value. 



 
 

Usually the statistical significance level is 0.05 (i.e. 1 in 20, 5 in 100, or 5%). 

Small p-value  →  Reject Ho, conclude Ha 

 (p < 0.05 → statistical significance). 

 

CLINICAL STUDY AND STATISTICAL IMPORTANCE: 

 

 



 
 

SAMPLE SIZE:  

 

• We want the results of clinical trials to be a true reflection of what will happen in the 

general population of patients. 

• If not, the results may be attributed to chance variation between the patients studied.  

• How do we ensure statistically significant results when the null hypothesis is false? Make 

the sample size large enough: 

• To be able to confidently detect differences which are of interest. 

• To be able to say this difference is ‘statistically significant’ and not due to random 

chance. 

• More patients mean more evidence about whether the null hypothesis is true or false. 

 

POWER:  

 

• If a difference does exist, what are our chances (the Power) of detecting it? 

• This is the probability of not making a type II error. 

• Usually chosen as 90%. 

• So, probability of correctly detecting a difference, if it exists, is 0.90. 

• Probability of failing to detect a real difference (beta) is 0.1 for a trial with 90% power.  

• The real power of a trial depends on what the treatment effect really is (unknown) rather 

than what we assume it is.  

• The smaller the difference you wish to detect, the larger the number of patients required. 

• The greater the power desired to detect a difference, the larger the number of patients 

required. 

• The sample size estimate is only as good as the clinical information (i.e. the assumptions) 

supplied. 

• Studies should not be designed to detect larger than expected differences just because this 

will require a smaller sample size. 

• Total sample size in a two-arm study is smallest for equal allocation of patients to 

treatments. 

 



 
 

SAMPLE SIZE AND ALLOCATION RATIO:  

Compared to equal allocation, i.e. a ratio of 1:1, the sample size in an unbalanced randomization 

must be larger to achieve the same power. 

          

             Allocation                          Sample size 

                 ratio                                  increase 

                         

                 2:1                                        13% 

                 3:1                                        33% 

                 4:1                                        56% 

 

 On the other hand, trials with more than 2 treatment groups are often more efficient if designed 

with unequal allocation ratios. For example, for a trial with an active comparator and placebo, 

the comparison between the active comparator and test drug will usually require many more 

patients per arm than the comparison between placebo and test drug for the same power. 

 

WHAT EFFECTS SAMPLE SIZE:  

• Objective: Superiority vs non-inferiority vs equivalence trial. 

• Endpoint / statistical test: 

• Continuous, ordinal, binary, categorical. 

• Parametric vs non-parametric test. 

• Anticipated control group response. 

• Minimum difference of interest. 

• Between (or within) subject variability: 

• More variability ➔ more subjects needed. 

• Significance level. 

• Desired power. 

 

 

 



 
 

EXAMPLE: 

 

 

ICH EC9: BASIC STATISTICAL PRINCIPLES:  

 

 

 

INTENT-TO-TREAT (ITT) population: 

• Ideally, includes all randomized patients. 

• Modifications sometimes allowed. 

• Preserves the benefits of randomization. 

PER-PROTOCOL (PP) population: 

• Subset of subjects in ITT population.  

 



 
 

CHALLENGES TO THE ITT PRINCIPLE: 

Patients and investigators don’t do what they are told! 

• Investigators may not enrol the ‘correct’ patients. 

• Patients who are randomized don’t always take the medication as prescribed or at 

all. 

• Investigators may not schedule assessments at correct time. Patients may not 

show up on time. 

• Patients withdraw from studies early and may not even have one assessment after 

receiving medication. 

 

ICH E9: 

 

ITT POPULATION SUMMARY: 

• Ideally, includes all randomized patients. 

• Randomizing very close to the time of first dose can help to get closer to the ideal. 

• Reflects real life but can be quite ‘noisy’ as it includes patients who don’t adhere to the 

protocol 

 

PRE-PROTOCOL POPULATION: 

• Excludes subjects with major protocol violations. 



 
 

• Criteria for exclusion vary according to different indications. 

• Represents a ‘purer’ population than the ITT. 

• Exclusion of some randomized patients may introduce bias. 

 

 

 

 

ANALYSIS POPULATION SUMMARY: 

• Per-protocol often more useful for earlier phases. 



 
 

• Intent-to-treat often more useful for later phases. 

• ITT primary for superiority studies, PP primary for equivalence and non-inferiority 

studies. 

1. Decide which population analysis is most appropriate for the study (main 

analysis). 

2. Perform a ‘supporting’ analysis on the other population 

 

MULTI CENTRE TRIALS: 

• Reasons for use: 

1. More practical, timely. 

2. Generalization of findings. 

• Should have a minimum of very small centres. 

1. More generally, will need to determine the best allocation of the sample across 

centres. 

• If treatment effect positive, may need to investigate heterogeneity of treatment effect 

across centres: 

1. More of an issue for subjective endpoints. 

2. Country differences often more of an issue than centre differences. 

 

DESIGN ISSUES

 



 
 

PHASES OF DRUG DEVELOPMENT: 

 

Phase I Safety and Tolerability: 

1. Small number of normal volunteers, dose rising to establish dose range.  

2. Basic PK/PD studies: eg, food effect, age/gender, drug interactions. 

Phase IIa Mechanism of Action: 

1. Larger number of normal volunteers, biomarkers. 

Phase IIb Dose Response:  

1. Patients, clinical endpoint or surrogate. 

2. Select dose(s) for Phase III. 

Phase III Confirmatory Trials:  

1. Large number of patients.  

2. Study clinical endpoint for registration and establish safety profile. 

3. Characterize new agent relative to existing agents. 

Phase IV Post-marketing Trials: 

1. New indications, formulations, populations; scientific information 

While these appear to be quite different on the surface, many statistical elements are 

common across all phases of drug development. 

 

Basic Types of Study Design: Parallel Group & Crossover 

PARALLEL TRIALS: 

 



 
 

 

 

 

ISSUES IN CROSSOVER TRIALS: 

A carry-over effect is where the effect of a treatment in one  

period:  

1. Is still present at the beginning of next period. 

2. Has an influence on measurements in subsequent periods. 

Will patients go back to their original state after a washout? 

1. If not, how will the change in the population affect interpretation of results? 

Are patients willing to complete all treatment periods? 

1. If not, how are subjects handled with only partial data? 

 



 
 

 

 

Types of Trials and Hypothesis: 

• Superiority Trial: 

Aim to show that Treatment A is better than Comparator (or Comparators) 

• Non-Inferiority Trial: 

Aim to show that Treatment A is not worse than Comparator by some clinically allowable 

margin (call it ). 

May also require a placebo arm to prove trial sensitivity. 

• Equivalence Trial: 

Aim to show that Treatment A is not worse than Comparator and that Comparator is not worse 

than Treatment A by some clinically allowable margin. 

May also require a placebo arm to show trial sensitivity. 

 



 
 

 

                             Treatment Difference and Confidence Intervals 

 

“A trial with a primary objective/goal of showing that the response to the investigational  

treatment is superior to a comparator (active or placebo control)”.  

Mainly appropriate when: 

• Establishing efficacy over placebo or standard of care. 

• It is believed that a new treatment has improved efficacy over established drugs (unmet 

medical need). 

Notes:  

• Only test superiority to placebo in clinical trials if ethical (e.g. for depression but not 

cancer). 

• Clinically relevant differences sometimes need to be shown (not just statistical 

separation).  

• Primary analysis population usually ITT. 

 

Defining ‘clinically meaningful difference’ for superiority trials: 

• Sets efficacy standard for primary objective which the new agent must meet.  

• Some regulatory guidance in certain disease states. 

• Clinical guidance (effect of competitor agents). 

• Use evidence from previous exploratory (‘hypothesis-generating’) trials. 



 
 

Examples: 

• 3.5 unit difference at follow-up in HAM-D score c.f. placebo. 

• 25% increase in median time to first recurrence of Chronic Bronchitis.  

• 100ml increase in FEV1 for new respiratory drug c.f. placebo. 

• 0.7% drop in HbA1c for diabetes. 

 

 

“Used to show that an investigational product or formulation is as good or better than a  

comparator. The aim is to show that any reduction in response/effect for new treatment is not  

greater than a clinically unimportant amount”.  

• Appropriate in many situations:  

1. Demonstrating non-inferior efficacy to established comparator, where aiming to show 

secondary benefits for new product (e.g. better dosing). 

2. Non-inferiority of a new formulation of an established drug. 

 

• Notes: 

1. Specify margin of non-inferiority in protocol. 

2. Primary population usually Per Protocol. 

3. May also incorporate a placebo arm allowing pursuit of multiple goals (superiority to 

placebo & non-inferior efficacy to active comparator).  

NOTE: Used to show as good as or better than in terms of efficacy (e.g. PK or therapeutic 

benefits to patient) 

Appropriateness: 

 - may already be efficacious treatments on market (e.g. lots of effective antibiotics on market for 

treating chest infections), so sufficient/appropriate for new product to show non-inf efficacy if 

has 2ry advantage - e.g. better tolerated dosing regimen 

Using  a 3rd ‘placebo arm’ to show assay sensitivity (I.e. that control is better than placebo - 

could cover in more detail) and then show new treatment is non-inf to an efficacious treatment, 

within the same trial (- e.g. depression trials HAM-D may use delta=2 for non-inf to comparator 

& 3.5 for superiority to placebo - so looking to show new drug retains >0.5 of assay sensitivity) 

 

 



 
 

SELECTING NON-INFERIORITY MARGIN: 

Maximum allowable difference between responses that is considered to be clinically unimportant  

How is the ‘margin determined: 

• Regulatory guidance for some therapeutic areas (e.g. AI). 

• Regulators tend to like smaller margins: avoids new agents ‘worse’ than current 

standard.  

• Clinical guidance. 

• Past experience of similar trials of treatment/comparator. 

• Use a proportion (30-50%) of superiority margin seen for the active control when 

compared to placebo.  Meta-analyses results can be very useful. 

NOTE: Will stick to using the term ‘margin’ (‘non-inf’ margin) 

Clinically unimportant - What reduction in response are we willing to accept and still consider 

our drug to be at least as good as the comparator 

Regulatory guidance: for AI (anti-infectives) area, for example, guidance in process of changing 

- discussions at FDA and CPMP - will cover on next slide. 

Smaller margins: Over time, with next wave of new agents, need to control the potential for 

inferior efficacy 

Clinical guidance - knowledge of seriousness of indication, consequence of treatment failure, 

existence of other efficacious TRTs and importance of secondary benefits for new TRT. 

Past-Experience: Seek recent trials with the same population and clinical design. 

Be aware of historical drift - comparator/placebo efficacy may be reducing over time because of 

improvements in background therapies.  

SELECTING NON-INFERIORITY MARGIN: 

 



 
 

DIFFICULTY DEFENDING RESULTS OF NON-INFERIORITY STUDY: 

• Regulators concerned about ‘creep’. 

-First, Trt A is shown to be non-inferior to the standard treatment. 

-Next, Trt B is shown to be non-inferior to Trt A. 

-Next, Trt C is shown to be non-inferior to Trt B. 

 

• Are we creeping closer to a placebo effect? 

• The non-inferiority margin can always be challenged. 

• Inferiority seen in other endpoints (e.g. safety) may outweigh non-inferiority of primary 

endpoint. 

 

OASIS 5: GSK trial in Acute Coronary Syndrome 

Fondaparinux versus the comparator Enoxaparin (a low molecular weight heparin).  

Non-inferiority criterion met for primary: (time to death, MI, or Refractory ischemia) and secondary: 

(death or MI) 

Superior risk /benefit: 

Superiority in mortality at 30 days. 

50% reduction in Major Bleeding. 

This example shows that when there is superiority in another endpoint OR a better safety profile, provides 

a good case to the regulators. 

 

SWITCHING HYPOTHESIS FROM NON-INFERIORITY TO SUPERIORITY: 

 



 
 

EQUIVALENCE: 

Bioequivalence (BE) studies are conducted to show that two formulations of a drug have similar 

bioavailability (i.e. pharmacokinetic profiles). 

Assumption: Equivalent bioavailability ensures equivalent therapeutic effect (both efficacy and 

safety). 

Bioavailability is summarised by pharmacokinetic variables. 

For example, the ratio of AUC for the new formulation relative to the reference formulation must 

be contained within the interval (0.80 to 1.25) [equates to ~20% on a logarithmic scale]. 

This is for all the non-clinpharm folks!!! 

• Data tends to be log-normal, so log transformation makes more normal 

• Confidence interval on ratio 

Note: log(mean A) – log(mean B) = log(mean A / mean B); hence, the difference in the 

transformed values leads to a natural measure of treatment effect being the ratio on the original 

scale. 

1/.8 = 1.25.  

DOSE RESPONSE: 

 

 

 



 
 

PLANNING FOR DOSE RESPONSE IN PHASE 2: 

1. Select 2 or more doses from available Phase I data and toxicology coverage. Likely to be 

based on Normal Volunteer data. 

2. Definition of MED/MTD depends directly on a priori choice of doses. 

3. Determine choice of population in Phase II trial and how it relates to results expected 

from Phase III. Eg, 

 

• Mild population to gain safety exposure (e.g. CV). 

• Severe population to show some efficacy (e.g. oncology). 

• Determine choice of endpoint. 

Same as phase III endpoint (e.g. HBA1c in diabetes or weight loss in obesity), or Surrogate (viral 

load for HIV, CV imaging). 

 

DOSE RESPONSE: FRAMEWORK: 

• Pairwise comparisons. Compares each dose against placebo and possibly against each 

other. 

• Hierarchical or trend tests. Tests for the existence of a general shape or direction of a 

curve relating dose to response. 

• Model-based tests. Tests for the existence of a specific curve relating dose to response. 

• Adaptive dose-finding trials. 

DOSE RESPONSE EXAMPLE: 

 



 
 

(The slopes and intercepts of these lines were not correct previously. They’ve been fixed.) 

Theoretical: Actual dose response is usually an S-curve. Observed: In extreme cases can go 

down, especially if using LOCF, which may be what you have to do in phase 3. Can fit curved 

lines. 

Have more flexibility to adjust analysis is phase 2 than phase 3, but still have to be concerned 

about false positive trial results. 

 

DOSE RESPONSE: EXAMPLE 2: 

(The slopes and intercepts of these lines were not correct previously. They’ve been fixed.) 

Theoretical: Actual dose response is usually an S-curve. Observed: In extreme cases can go 

down, especially if using LOCF, which may be what you have to do in phase 3. Can fit curved 

lines. 

Have more flexibility to adjust analysis is phase 2 than phase 3, but still have to be concerned 

about false positive trial results. 

• FEV1 increases with dose 

• No plateau, apparently linear 

• Would another dose level change this interpretation? 

 

 

 

 

 



 
 

DOSE RESPONSE: EXAMPLE 3: 

 

(The slopes and intercepts of these lines were not correct previously. They’ve been fixed.) 

Theoretical: Actual dose response is usually an S-curve. Observed: In extreme cases can go 

down, especially if using LOCF, which may be what you have to do in phase 3. Can fit curved 

lines. 

Have more flexibility to adjust analysis is phase 2 than phase 3, but still have to be concerned 

about false positive trial results. 

• FEV1 increases with dose 

• Apparent plateau between 10mg and 15mg 

 

CHOICE OF ANALYSIS: 

PAIR-WISE COMPARISONS: 

Compares each dose against placebo and possibly against each other. 

Advantage: 

    -Potentially able to use as a pivotal trial. 

Disadvantage: 

     -Control of Type I error (false positive) needs to be considered. Choice of Type 1 error 

control can lead to large sample sizes for the trial.  

 



 
 

Tests for the existence of a general shape or direction of a curve relating dose to response. 

Advantage: 

• If a monotonic response can be assumed, hierarchical or trend tests can 

help keep the size down. 

• Generally, more powerful than pair-wise comparisons. 

Disadvantage: 

• Makes assumptions about increasing effect with dose in a monotonic 

fashion. 

• May not be able to use as a pivotal trial.  

Tests for the existence of a specific curve relating dose to response. 

Advantages: 

• More powerful than pair-wise tests (generally requires less n than traditional design). 

• Uses the information from all doses simultaneously. 

• Can study more doses/regimens (even ones not in the trial). 

• Potentially enhances information base for project teams. 

• Permits optimisation and enhancement of design. 

• Techniques are encouraged by Regulators, at least in concept. 

Disadvantages: 

• Makes very strong assumptions about the exact shape of the dose-response curve. 

• May not be able to use as a pivotal trial. 

ADAPTIVE DOSE FINDINGS TESTS: 

Uses model-based methodology  

Adaptations are made to the study based on the accruing data, either after a single patient or after 

a cohort of patients. 

Adaptations could be: 

• Adding doses 

• Dropping doses 

• Changing sample sizes 

• Change in randomisation ratio 



 
 

Advantages 

• Efficient use of resources.  

• Can target a particular characteristic of the dose response curve. 

Disadvantages 

• Time to availability of study endpoint and speed of recruitment affect suitability. 

• Example of an adaptive dose finding trial later in this module. 

 

MULTIPLICITY: 

 

With multiple tests, the chance of a Type 1 error (i.e. finding a false positive result) increases 

dramatically unless an adjustment is made to the significance criteria. 

Relevant for multiple treatments, subgroups, endpoints, interim analyses, or an endpoint 

measured at different times. 

 

The likelihood of making a Type 1 error increases with the number of tests made. 

Controlling for multiplicity not as much of an issue when testing safety endpoints because type 1 

error less important than type 2 error. 

 

 

 

 



 
 

Probability of making one or more Type 1 errors in multiple independent tests: 

 

 

p = 1 – ( 1 – 0.05 ) k 

 Where p is the probability of making one or more Type 1 errors in k  independent tests (0.05 

level) 

If the k  tests are positively correlated, the probability of one or more Type 1 errors is between 

0.05 and p. 

 

REGULATORY VIEW OF MULTIPLICITY: 

 

1. Past regulatory control of multiplicity was informal.  

2. Now regulatory control of multiplicity more formal. 

3. Focus is on confirmatory trials but scope is becoming broader. 

4. Statistical significance with formal multiplicity control required for primary endpoints.  

5. Generally, two or more positive confirmatory studies are still needed. 
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Past Regulatory Control of Multiplicity Informal: 

Dependent of requirement for more than one positive confirmatory trial. 

Nominal or raw p-values viewed globally for major efficacy endpoints. 

Regulatory decision made in the context of other scientific/drug development knowledge.  

 

CONTROLLING MULTIPLICITY: Reduce the number of endpoints. 

 

Create a single primary endpoint from multiple clinical measurements:  

-Example: Composite cardiovascular endpoint. 

-Myocardial infarct or stroke or cardiovascular death. 

-Example: Method of composite ranking (O’Brien method) allows a single analysis of multiple 

heterogeneous response criteria. 

Requires significance of composite criteria and at least one individual response criteria.  

If composite is significant, then test each individual response criteria. 

Performed by ranking patients on each response criterion, averaging ranks across the criteria for 

each patient, and applying a non-parametric test to the average of rankings. 

 

CONTROLLING MULTIPLICITY: Analytical methods 

Probability of incorrectly claiming significance on one or more tests can be controlled using 

multiple testing methods.  

Important to choose methodology that will minimize loss in statistical power.  

 



 
 

 

EXAMPLE: 

 

Less conservative alternatives to Bonferroni exist, including: 

• Hochberg procedure. 

• Holm procedure. 

• Benjamini-Hochberg false discovery rate. 

• Hierarchical: 



 
 

Predetermine the order in which hypotheses will be tested. Test each one at 0.05 until one is not 

statistically significant then stop. 

NOTE: 

Hochberg: Test the endpoints using the order of the p-values (starting with the largest).  As for 

Bonferroni & Gatekeeper methods the p-values are adjusted by the number of tests performed. 

Other methods kind of similar. These are somewhat similar to Bonferroni procedures, which are 

much different from hierarchical methods. 

Hierarchical: 

Advantage: the significance level does not need to be adjusted for the number of tests performed 

Disadvantage: if the previous test is not statistically significant at the 5% level then the next test 

cannot be performed & inferences cannot be made 

Can mix and match these methods in the same trial. 

 

CONCLUSION: 

The challenge is to select a design, a decision rule, and test strategy that controls the Type I error 

and has sufficient power.  

Statistical methods exist to appropriately control Type I error minimizing the loss in power. 

To a large extent the problem is matching the correct statistical methodology to the relevant 

clinical problem. 

When analyzing safety data, formal adjustments for multiplicity are often not employed. 

However, interpretation of signals from multiple safety endpoints must take into account the 

chance of false positives. 

 

PART 5: INTERIM ANALYSIS: 

TRADITIONAL TRIAL DESIGN: 

The design and sample-size for a study are fixed in advance for a chosen: 

• alpha 

• power 

• standard deviation (where appropriate) 

• anticipated response-rate for the control arm 

• desired effect-size 



 
 

All data analyses are conducted after all subjects have been enrolled and fully evaluated (i.e. 

after Last Subject/Last Visit). 

 

TRIAL DESIGN WITH AN INTERIM ANALYSIS: 

 

Definition: Any review of data requiring patients to be grouped according to the randomization 

before the study ends. 

Formal interim analysis conducted to: 

Assess whether to stop study early due to 

• overwhelmingly positive or negative efficacy results. 

• safety concerns. 

 

Adapt the study design (e.g. change sample size). 

Administrative interim analysis: no decision is planned to be made for the current trial but the 

information may be used in planning or initiating other studies. 

 

Review of ungrouped/blinded data could be used to terminate trial early if, for example, there are 

many fewer clinical events than expected or troubling safety signals (important ethical 

consideration). 

 

Unblinding may not be necessary for some objectives, such as adjusting sample sizes. 

Methods are available for maintaining good statistical properties for uncontrolled trials. These 

are particularly useful in early phases. 

 

 

ISSUE: CONTROL POTENTIAL BIAS: 



 
 

 

     

DETERMINING WEIGHT OF STATISTICAL EVIDENCE: 

Risks with stopping or changing the trial early include: 

• Reduction in available safety database. 

• Imprecision in estimates of treatment effects. 

• Lack of credibility due to limited amount of supporting data. 

The possibility of stopping the trial early because of apparently positive results may increase the 

probability of a false-positive conclusion. 

To control the overall false-positive rate, make it harder at each interim analysis to conclude that 

a difference exists compared to a single analysis. 

The hypothesis being tested (the associated business need) determines our decision-rule strategy; 

i.e., the way we set the hurdles at each interim analysis. 

Power would be lost unless the sample-size is increased to compensate. 

Small p NOT EQUAL TO clinically relevant difference, so may stop trial for wrong reason.  

 



 
 

One reason for requesting an interim analysis is to get an early look at the results, to inform the 

project team. This needs to be assessed: 

• prospect of actually making or changing any decisions that can’t be done without looking 

at the results 

• Chance of poor decision-making being based on inadequate data. 

 

CONSIDER LOGICAL DIFFICULTIES: 

• May need Independent Steering Committee to make decisions about the trial. May 

include some members of GSK, including a statistician. 

• May need Independent Data Monitoring Committee (IDMC). Will include an 

independent statistician. 

• Picking the right members is particularly important since they are at arms length once the 

trial begins. 

May need Statistical Data Analysis Centre; should be well-established and close to the IDMC 

statistician, if possible. 

Data-flow and cleanliness – essential! 

 

GENERAL STRUCTURE OF COMMITTEE: 

 

 



 
 

GROUP SEQUENTIAL DESIGN: 

• Conduct one or more interim analyses during the course of a study.  

• Analyses based on cumulating data. 

• Two possible decisions after each interim analysis: 

Continue the trial as planned. 

Terminate the trial early. 

Control overall Type I error rate. 

Construct stopping boundaries that enable the trial to STOP EARLY if there is overwhelming 

evidence of efficacy, harm or futility. 

• Maximum sample size (sponsor commitment) is known up front. 

• Generally, well accepted by Regulatory authorities. 

 

CHALLENGES: 

Once the study has started it is NOT possible to: 

• Change the sample-size / target number of events. 

• Change the endpoint. 

• Change the hypothesis, analysis methods. 

• Change the method for controlling the type 1 error rate (ie stopping boundaries are  

• FIXED). 

• Basically, no data-driven changes allowed. 

 

 

• Carvedilol vs placebo. 

• Survival of patients with severe chronic heart failure. 

• 90% power, 5% 2-sided overall type I error rate. 

• 900 total events required in study. 

• Number events inflated in case death rate was over-estimated. 

• O’Brien–Fleming type boundary. 



 
 

• At 4th interim analysis, IDMC advised that the trial should be stopped due to 

overwhelming efficacy.  

 

MONITORING BOUNDARY: 

 

“Large” in absolute value. “Large” is bad if the difference favors placebo. “Large” is good if 

difference favors drug.  

 

STOPPING FOR FUTILITY: 

 



 
 

O’Brien-Fleming and Pocock 

 

 

Comparison of α-spending strategies 

Assume 2 groups, randomization ratio = 1:1. 

Difference in means = 0.3, sd = 1. 

2-sided 5% test. 90% power. 

Assume 3 equally spaced interim analyses and a final analysis. 

NOTE: 

[If no interim analyses, N = 468 subjects] 

 

O’Brien & Fleming is usually preferred over Pocock for the confirmatory setting because: 

• The penalty for conducting interim analyses is small.  

• Most alpha is preserved for the latter stages. 

• It’s difficult to cross a stopping boundary very early. 

• Regulators require an adequate safety database (problem with Pocock,  

• which may terminate early for efficacy before a sufficient safety database is built 

up). 

• Sponsors need to demonstrate durability or maintenance of effect. 



 
 

• IDMCs can be uncomfortable with the Pocock strategy,  

• e.g. p=0.013 may not be ‘overwhelming’ enough, depending on the endpoint. 

 

 

               

Benefits & limitations of GSD methods: 

Benefits: 

• Very well established methodology. 

• Understood and accepted by regulators (ICH-E9). 



 
 

• Commonly used by IDMCs. 

• Allows the flexibility to stop early for efficacy, harm or futility. 

• Do not have to pre-specify timing or number of interim analyses. However, cannot let the 

results of one interim determine the timing of the next interim. Number and timing of 

interims must be predetermined to control power. 

• Level of sponsor commitment (maximum sample size) is known in advance.  

Limitations: 

• No data driven design changes. 

• Efficiency can be diluted by enrolment ‘over-runs’ during analyses. That is, the other 

patients don’t stop while you perform the interim. 

 

 

American adaptive design requires the trial to be conducted in several stages with access to the 

accumulated data. 

 

An adaptive design may have one or more rules: 

Allocation Rule : how subjects will be allocated to available arms. 

Sampling Rule : how many subjects will be sampled at the next stage. 

Stopping Rule : when to stop the trial (for efficacy, for harm, for futility). 

Decision Rule : interim decisions (to change endpoint, to modify initial plan, optimal dose to be 

randomized to) 

Sampling – Based on current data are there going to be sufficient subjects to make a decision? 

 

Stopping – At each stage is there evidence to stop the trial –what mechanisms are in place to do 

so? 

 

Decision – Are we looking at the right endpoint/hypotheses/population/test statistic/what is the 

optimal dose? To “modify the initial plan” includes anything else that has not been covered; for 

example, changing hypotheses, changing populations, changing test statistics. 



 
 

EXAMPLE OF AN ADAPTIVE DOSE RESPONSE:  

 

 

POSSIBLE ADAPTATIONS: 

In theory – this design framework allows you to ‘adapt’ pretty much any aspect of a trial.  

Some adaptations will be more acceptable than others. 

 

• Add/drop treatment arms 

• Sample size 

• Randomization ratio 

• Analysis schedules (inserting or dropping interims) 

• Combine trials from different phases 

• Study hypotheses 

• Ordering of hypotheses 

• Primary endpoint 

• Study population 

 

 



 
 

 

 

SOME ADAPTIVE DESIGN CONSIDERATIONS:  

1. Consider early in clinical development. 

2. Set-up time. 

3. Likely to involve more set-up time than traditional studies. 

4. In some cases, could be almost 12 months more. 

5. Simulation time. 

6. Adaptive designs are not always covered by standard software therefore simulations may 

need to be carried out. 

7. Live “real time” data. 

8. Availability in relation to enrolment. 

9. Drug Supplies. 

10. Regulatory involvement as soon as possible. 

 

NOTE: 

 

 

POTENTIAL ADVANTAGES OF ADAPTIVE DESIGN: 

• Enhance design efficiency by learning as you go. 

• Most valuable in situations of prior uncertainty. 



 
 

• Answers the right question. 

• Allows for quicker decision making. 

• Aid in the management of the portfolio. 

• More accurate information with less resources. 

NOTE: 

Looking at the data in an adaptive manner will allow for quicker decision making so poor drugs 

get dropped and good ones go through quicker, making this a good tool to aid in the management 

of the portfolio. This is also more efficient and possibly more ethical. Note that individual trials 

may be longer if run adaptively, but overall (for the portfolio) the expected total time of drug 

development would decline.  

Valuable where little is known about a drug in a disease area.  Could be used in cases of clinical 

unmet needs. 

Answers the right question – for example, drops dose arms to compare more efficiently the 

appropriate treatments.  Use sample size re-estimation to have the right precision.  Better 

characterize the dose response curve by using more doses and adapting the randomization. 

 

POTENTIAL DISADVANTAGES OF ADAPTIVE DESIGN: 

• Complex logistics for conducting the trial. 

• Requires real-time availability of data. 

• Recruitment rate not too quick in relation to data availability. 

• Requires prompt analysis and decision making. 

• Usually requires more sophisticated statistical methodology. 

• Uncertainty with final budget and study duration. 

• Access to unblinded data. 

• Accrual and time bias. 

 

NOTE: Complex logistics compared to a traditional design – randomization, drug supplies, data 

availability, simulations – means we may have to use outside vendors. If analysis and decision 

making are slow you cannot adapt before new subjects are enrolled. The length of study may be 

unknown; therefore, the final budget is also an unknown. Access to unblinded data could 

introduce bias into a study, although this may be less problematic in exploratory phases, and 

given enough firewalls can be managed. 



 
 

MODULE 3: ANALYSIS ISSUE: A COURSE ON BIOSTATISTICS 

 

 

 

BACKGROUND TO ANALYSIS: 

• Analysis should mirror design and objectives. 

• Analysis methods may differ according to the type of study: 

1. exploratory or confirmatory. 

2. internal decision-making (e.g. PoC) or regulatory. 

3. fixed or adaptive design. 

Analysis is pre-defined in a “Reporting and Analysis Plan” (RAP). 

• Alongside the development of the RAP, data management activities occur. 

• Most studies now use an electronic data capture process involving electronic Case Report 

Forms (eCRFs)  

1. InForm™ is a web-based, clinical data processing system that provides real-time 

access to clinical trial data. 

2. A data validation specification (DVS) defines all the checks that will be made 

during the data cleaning process. 



 
 

• Data management concludes with “Database Freeze” (DBF), the point at which no 

further edits are made to the data. 

• Analysis is performed according to the RAP. 

1. Timelines from DBF to “Statistical Analysis Complete” (SAC) vary according to 

the phase of development and the priority of the compound.   

2. A formal QC process is in place for all RAP output. 

• Sponsors of drug trials must use a validated computing environment. 

1. Validated software (e.g. SAS) for all statistical analyses. 

2. Validated environment (e.g. HARP) for use of the software.  

3. Quality assurance of all analysis programming. 

4. Clear and complete documentation. 

 

PART 1: SENSITITIVY ANALYSIS: 

Investigation of the results from an analysis by repeating it with different methods or 

assumptions.  

E.g. 

1. analysis based on a different population (ITT or PP). 

2. analysis excluding some data that can be considered unrepresentative or 

“outliers”. 

3. analysis of the treatment effect with and without adjustment for effects of 

covariates (e.g. Centres). 

4. analysis based on alternative non-parametric or parametric method. 

• ICH E9: “In general, it is advantageous to demonstrate a lack of sensitivity of the 

principal trial results to alternative choices of the set of patients analysed.”  

 

• If the ITT and PP populations are very similar (very few protocol violations), it may 

not be sensible to analyse both. 

• If a substantial number of patients are excluded from an analysis, doubt is cast on the 

overall validity of the trial. 

 

• Populations of interest should be pre-specified in the protocol. 

 

 



 
 

INTERPRETATION: 

• If the conclusions are the same this gives us confidence in the results. 

• What to do if the results are inconsistent. 

1. Try to explain why the analyses yield different results. 

2. Inconsistent results without a good explanation may cast doubt on the overall 

validity of the trial. 

• Remember the issues associated with multiplicity if performing many sensitivity 

analyses. 

 

EXAMPLE OF MISSING DATA: 

 

 

Withdrawals (e.g. Patient xxx.003): 

1. clinical judgement (e.g. excessive toxicity). 

2. patient moves or wishes to leave the trial (e.g. dissatisfaction with care). 

Incomplete evaluations (e.g. Patient xxx.004): 

1. patient unwell or cooperates poorly (e.g. patient not fasted). 

2. technical equipment or administration failure. 

Sometimes data really do not exist: e.g. if patient dies during course of study. 

When measurements are repeated on each patient, a missing value may be “incidental” due to 

e.g. a missed appointment, or due to “drop-out” of the patient, e.g. withdrawal because of an 

adverse event. 

Be aware of conventions for missing-value indicator: sometimes *, or . (SAS), or a negative 

number, or a string like “n/a”. 



 
 

Avoid using an actual number like 0 to indicate missingness: it can lead to misinterpretation in 

analysis. 

The reason for missingness can be crucial for interpretation, so try to collect it whenever 

possible. 

If a value is missing for some reason unrelated to disease or treatment, it usually has minimal 

effect on analysis. 

But if a value is missing because a disease has worsened or a treatment has caused an adverse 

event, this needs to be taken account of when interpreting the results. 

Missing baseline values: in some analyses (eg change from baseline) subjects with missing 

baseline values are removed from the analyses. This should not bias the results as much as 

missing post-baseline values because, if blinded, missingness should be completely at random. 

 

 

 

REASONS FOR MISSING DATA: 

Unlikely to be related to the assessments that could have been observed: 

• relocation. 

• inadequate storage of samples. 

• lost records. 

• protocol amendment or change in study design. 

• death unrelated to disease and treatment. 

Likely to be related to the assessments that could have been observed: 



 
 

• drug intolerance. 

• drug ineffective or highly effective. 

• noncompliance. 

• need for rescue or alternative therapy. 

 

METHODS OF HANDLING MISSING DATA: 

 

Imputation: 

• Missing values are “filled in”; the resulting complete data set is analyzed by standard 

methods. 

e.g. last observation carried forward (LOCF), baseline observation carried forward (BOCF), 

worst observation carried forward (WOCF), best or worst possible value, mean or median 

imputation, regression. 

• Imputation artificially inflates the amount of data. 

Analysis of available data: 

− e.g. observed cases, survival analysis, multivariate (or “mixed”) model for 

repeated measures (MMRM). 

Modeling the drop-out mechanism: 

− e.g. multiple imputation, pattern-mixture models, selection models. 

 

NOTE: 

 

MMRM was coined as “Mixed Model for Repeated Measurements”, but is not usually specified 

as a mixed model, with a mixture of fixed and random effects. It is really a multivariate model 

for all the observations on a patient simultaneously, with a covariance structure between these 

observations. 

 

Multiple imputation involves generating several ‘plausible’ values for each missing value based 

on the available data and assumptions about the ‘missingness’ mechanism. 

 

 



 
 

 

 

 

WORKED EXAMPLE: 

Analgesic/Anti-inflammatory study in sports knee injury.   

Primary endpoint was seven-day improvement score. 

 

With the exclusion of patients who dropped out, these results only slightly favour the test drug. 

 

 



 
 

 

 

LAST OBSERVATION CARRIED FORWARD: 

 

 

TYPES OF IMPUTATION: 

Common for binary outcomes. 

Worst case (for test drug): 

• Assumes control patients had good outcome and test drug patients had bad outcome. 

• Most conservative possible (i.e. penalizes test drug). 

• Provides lower limit for treatment effect. 

• If results favor test drug, Type I error is less likely. 

• Worse case for both drugs often used. 

Best case (for test drug): 



 
 

• Assumes test drug patients had good outcome and control patients had bad outcome. 

• Provides upper limit of treatment effect. 

• Increases Type I error. 

All causes of missing data are treated the same. 

“Best case for test drug” can be used to make internal decisions, when the goal is to kill a drug 

that doesn’t appear to be working. That is, if even the best case looks bad, you have extra 

confidence that the drug doesn’t work. 

 

WORKED EXAMPLE: 

 

When many observations are missing, assuming the worst case for all often means that the Drug 

appears to perform much worse than Placebo. 

It is a very extreme assumption to assume all missing values go one way or the other: if the 

Healing percentage is 50:50, it is as unlikely as many repeated tosses of a coin giving Heads. 

 

Associations between missing data, response, and treatment: 

Pattern of missing data: 

• May be isolated or in consecutive visits. 

• May occur at specific times. 



 
 

Prevalence of missing data: 

• Prevalence may be associated with background characteristics as well as with treatment, 

observed  

     responses, or unobserved responses. 

• Prevalence may be suggestive of unfavorable (or favorable) status or have no association 

with response. 

 

HOW TO HANDLE MISSING DATA: 

When missing data: 

• Are suggestive of unfavorable status-  

    use worst possible outcome. 

• Are suggestive of lack of change- 

    use LOCF. 

Have no association with outcome that could have been observed.  

Maintain as missing and analyze the data set with these values missing.  

 

ICH-E9 Guidelines: Statistical Principles for Clinical Trials 

 

“Sensitivity analysis” can mean many things. 

In this context, we can make a range of different assumptions about what is not known and see 

how this affects the results. This can involve complex methods using multiple imputation, 

“selection models” or “pattern-mixture models”. 

 

Missing data represent a potential source of bias. 

Missing data do not necessarily invalidate a trial, provided the methods for handling missing data 

are sensible and prospectively defined. 

Unfortunately, no universally applicable methods of handling missing values can be 

recommended. 

Investigate sensitivity of the results of analyses to different methods of handing missing values.  

Important to remember that any missing data weakens the scientific integrity of the study, at least 

to some extent. 



 
 

RECOMMENDATIONS: 

Strenuous efforts should be made to minimize the proportion of missing data at the trial design 

and data collection stage.  

In the protocol, specify how to handle missing data. 

Investigate associations between missing data, response, and treatment. 

Look for consistency of results across different methods of handling missing data. 

Interpret results with care as missing data are a potential source of bias. 

If a substantial amount of data is missing, recognize that valid conclusions are less reliably 

drawn from the study. 

 

Further readings: 

 

ICH E9 - Statistical Principals for Clinical Trials - Section 5.3. 

Points to Consider on Missing Data (CPMP/EWP/1776/99). 

Gail MH (1985).  Eligibility exclusions, losses to follow-up, removal of randomized patients and 

uncounted events in cancer clinical trials, Cancer Treatment Reports, 69. 

Gillings D, Koch G (1991). The application of the principle of intention-to-treat to the analysis 

of clinical trials, Drug Information Journal, 25, 411-424. 

 

More advanced references: 

Gould LA (1980).  A new approach to the analysis of clinical drug trials with withdrawals, 

Biometrics, 36, 721-727. 

Little RJA, Rubin DB (1987).  Statistical Analysis with Missing Data, Wiley. 

Rubin DB (1976).  Inference with missing data, Biometrika, 63. 

Armitage P, Berry G (2002). Statistical methods in medical research, Blackwell. 

 

Subgroups and Interactions:  

Subgroup Analysis:  

Sometimes of interest to look at treatment effect in a sub-group of the population. 

E.g. over 65s, males only, etc. 



 
 

Pre-specify groups of interest. 

Sub-group analysis increases risk of false positive outcomes.  

Sometimes expected to look at sub-groups, e.g. in integrated summaries of efficacy (ISE) or 

safety (ISS). 

Can be important for NICE approval.  

E.g. Relenza in elderly or at-risk patients. 

Usually less power to detect a difference in sub-groups because of smaller N. 

Test A vs B for superiority (1-sided Type I error = 0.025), Normal endpoint, difference 1 unit, 

SD 2 units 

N=86 per treatment arm gives 90% power 

Consider two sub-groups, each with N=43 per treatment arm.  

Within each sub-group, power to detect a difference falls to 63% 

Randomization stratified by sub-group will control balance across treatments within strata. 

May improve power to detect treatment effects overall and within strata. 

Accounting for multiplicity has the effect of reducing the power even further. 

If treatments are not balanced within strata, then power to detect a difference will fall further.  

 

 

 

WHAT IS A COVARIATE? 

A measurement on the subject that: 



 
 

− Is not affected by treatment. 

− Is expected to be related to the response variable;  

e.g. Demographic variables. 

       Center. 

       Response variable at baseline. 

       Other baseline measurements. 

 

WHAT ARE MAIN EFFECTS AND INTERACTIONS: 

Main effect only, e.g. no treatment by age group interaction: 

Difference in response between treatments exists, and difference is constant across age groups. 

Difference in response between age groups exists, and difference is constant across treatments. 

Interaction, e.g. treatment by age group: 

Difference between treatments is not constant across age groups; i.e. the effect of treatment on 

an endpoint depends on which age group is being examined. 

 

WHY INVESTIGATE INTERACTIONS? 

General strategy of model checking – check that there is no evidence that a more complex fits 

noticeably better than a simpler one 

In this case, compare models with and without an interaction 

Interactions may be used to detect synergy, but this is a complicated topic. 

 

 



 
 

 

HOW DO WE INVESTIGATE INTERACTIONS? 

− Formal statistical tests. 

− May not be very powerful. 

− Graphs. 

− Two-way or three-way table of summary statistics (e.g. means). 

Lack of power of tests for interaction implies ‘absence of evidence’ does not necessarily 

mean ‘evidence of absence’ of an interaction. 

 

NO INTERACTION: 

 

 

 



 
 

 

 

NO INTERACTION: 

 

NOT PARALLEL, DUE TO RANDOM VARIATION: 

 

 

 

Deviation from parallelism could also be due to a small difference in effect in the two age-

groups: can’t distinguish this in the study. 

If the study is appropriately powered, it won’t matter because the difference will not be of 

clinical importance. 

 



 
 

 

 

QUANTITATIVE INTERACTION: 

Treatment effect differs significantly, but direction of treatment difference is the same.  

A is better than B for both age groups, but the size of the difference is different. 

The direction of the treatment effect is the same (+3 for young, +13 for old). 

But the direction of the age effect is not (+5 for Drug A, -5 for Drug B). 

 

So, the interaction in this example can be described as ‘quantitative’ only if the Treatment effect 

is viewed as the one of primary importance (as is usually the case). 

Can, of course, have examples where the interaction is quantitative from both points of view. 

 

 



 
 

 

 

Graphs of main effects and interactions: Mean response by treatment and age  

 

 



 
 

 

 

There is a suggestion of interaction in the upper right quadrant.  This is what you are most likely 

to see in practice, but plots can also be deceiving, especially for small data sets. 

 

INTERPRETING THE RESULTS: 

Possible causes of interaction: 

• high variability in small samples. 

• outliers (especially a problem with small samples). 

• gross errors in data (e.g. data entry errors). 

• heterogeneous study population (look at baseline covariates). 



 
 

An interaction may really exist! 

If possible cause is identified, present supplemental results. 

Example: if Treatment-by-Centre interaction seems to be caused by one outlying centre, show 

analysis with and without centre.  

 

‘Outliers’ are observations that are extreme in the context of the other observations and the 

chosen model. 

This is another aspect of model-checking (following on from slide on “why check for 

interactions?”). 

One important assumption of analysis is that random variation is homogeneous – results can be 

thrown off if not. 

Many methods of model-checking can be done visually from well-designed graphs: can look for 

outliers. 

 

  

Promote homogeneity of study population via inclusion and exclusion criteria. 

Pre-identify sub-groups with potential differential response. 

− Can stratify randomization by sub-group levels. 

− Can included as covariates in statistical model. 

Prevent systematic differences. 

E.g. make centres as similar as possible in terms of patient  

population and conduct of the study. 

In cross-over designs: 



 
 

Consider higher-order designs; i.e. three or more periods, or more sequences, or both (allows 

differentiation of treatment-by-period interaction and carry-over effects). 

Carefully select length of washout and run-in. 

You cannot guarantee to ‘design out’ interaction, but a good design will allow more efficient 

exploration of possible interaction effects.  

                                        

  SUMMARY: 

FURTHER READINGS: 

 

PART 4: EXPLORATORY ANALYSIS 

Confirmatory trials: 

Analysis should be explicitly defined in the protocol or RAP. 

• Endpoint(s). 

• Statistical methodology. 

• Methods for dealing with missing data. 

• Covariates and method of adjustment. 

• Stratification at analysis: consistent with randomization. 

• Multiplicity adjustment, if any. 

− Interaction: when the response to one factor depends on the level of another. 

− Interactions involving treatment can impact the interpretation of study results. 

− Investigate interactions via statistical tests, graphics and summary statistics. 

− Potential problems can be minimized by good study design. 

ICH E3:  Note for Guidance on Structure and Content of Clinical Study Reports.  

CPMP Note for Guidance: Biostatistical methodology in clinical trials in applications for marketing 

authorizations for medicinal products. 

Points to Consider on Multiplicity Issues in Clinical Trials (CPMP/EWP/908/99) 

FDA Guideline for the format and content of the clinical and statistical sections of an application.  

ICH E9:  Note for Guidance on Statistical Principles for Clinical Trials.  



 
 

Exploratory trials: 

• Still need clear, precise objective(s). 

• Can use a more flexible approach to design/analysis. 

• Hypotheses may be determined after the data is seen. 

• Conclusions generally will not arise from simple tests of pre-defined  

• hypotheses. 

Analysis will probably also be exploratory: 

• i.e. not necessarily pre-planned. 

Not usually the basis for formal proof of efficacy/safety. 

 

Exploratory analyses can maximize learnings from a failed trial. 

• Exploratory analyses can explain or support the findings of a successful trial or suggest 

hypotheses for further research. 

• They should be distinguished from confirmatory results. 

E.g., investigate interactions between factors affecting the end-points. 

• Subgroups, interactions and covariates in exploratory trials. 

• Interpret cautiously unless pre-planned. 

• Examine interactions first, followed by subgroup analysis or analysis of strata defined by 

covariates. 

Multiplicity even more of a problem because there are usually a lot of unplanned analyses. 

 

PART 5: 

HEALTH OUTCOMES DATA 

Health economics.  

• Direct medical costs on treatment. 

• Hospitalizations. 

• Visits by physicians. 

• Nursing care. 

• Medications and diagnostics. 



 
 

• Indirect costs. 

• Time off work. 

Relevant outcomes. 

• Patient Reported Outcomes. 

• Quality of Life.  

 

 

Data collected with the aim of helping to prove a product’s cost-effectiveness and/or socio-

economic benefits, to support marketing and launch. 

Examples include information on resource use, including hospitalizations medical tests or 

procedures carried out nursing-care at home for all patients over the course of their participation 

in a trial. 

 

May assist (alongside safety & efficacy) in gaining regulatory approval. 

Demonstrates enhanced risk: benefit ratio c.f. comparator. 

Demonstrates cost effectiveness advantages over competitors for marketing and reimbursement 

(after registration). 

 

‘Payers’ in key markets increasingly demand economic evidence as criterion for acceptance of 

new products. 

E.g., appraisal groups such as NICE in UK. 

  

ANALYSIS ISSUE: 

 

Resource use data often highly skewed - a minority of patients account for majority of costs, 

making analysis and interpretation difficult. 

Data collected with the aim of helping to prove a product’s cost-effectiveness and/or socio-economic 

benefits,  

to support marketing and launch. 

 

HEALTH ECONOMICS 

 



 
 

 

PART 6: PHARMACOGENETICS DATA: 

 

Why conduct the pharmacogenetics analyses? 

− PGx data may reduce attrition and facilitate decision making during drug 

development. 

− May permit differentiation from competitors. 

− Opportunity to identify likely responders and non-responders. 

− Opportunity to identify those likely to experience an AE. 

− Facilitates future drug discovery and development. 

− Generates additional publications. 

− Creates intellectual property. 

Regulatory agencies (such as the FDA and EMEA) are interested in how genetic factors affect 

drug response. 

Risk-management strategy – PGx may provide an opportunity to explain unexpected data to 

regulators.  

PGx is more than just a nice to have; it is of real benefit to GSK asset development programs. 

PGx may help GSK to explore its options in maintaining assets in development, lowering the 

cost and reducing the time required to bring a drug to market. 

Comments on each of the bullets: 

• Evidence: The Voluntary Genomic Data Submissions process – FDA is soliciting genetic 

and genomic data from pharmaceutical companies. The VGDS program is intended to 

allow companies to submit this type of data without risk of adversely affecting the 

“normal” regulatory review process.  FDA desires to see the types of data and issues that 

may be the basis of regulatory claims in the future.  EMEA has a similar program.   



 
 

• Examples of “Unexpected data” could be pharmacokinetic outliers in early clinical 

studies or individuals that have developed concerning adverse events during drug 

development.  If these occurrences can be explained (and predicted with some degree of 

accuracy) using pharmacogenetic markers then regulators’ concerns can possibly be 

addressed.  Examples: Elevated bilirubin levels explained by presence of a genetic 

variant rather than by treatment with GSK compound. 

• A compound that fails to meet the criteria set by the target product profile when all 

subjects are analyzed, may satisfy the TPP when a specific genetic subpopulation is 

considered. This means that a compound that might have been abandoned could be 

developed, albeit for a somewhat reduced population. 

• A GSK product that has the same efficacy as a competitor product may significantly 

outperform the competitor when a genetic subpopulation is treated. 

 

 

 

Each new compound in development is like a “blank slate” with regard to PGx analysis.  

Unknowns: 

− Marker effect size. 

− Associated marker’s genotype frequencies. 

− Frequency of response or adverse event of concern. 

Because initial investigations are exploratory in nature, there is no rational basis for calculating 

sample size. 

If the PGx endpoint is a serious adverse event, the number of cases will, of necessity, be small.  

Country or site-specific issues can limit DNA collection rates. 

For preliminary PGx analyses, sample sizes are often less than desirable, but follow-up studies 

can be appropriately powered. 

 

CHALLENGES: MULTIPLICITY:  

A variety of approaches have been used to guide the selection of a subset of markers for further 

evaluation, such as: semi-Bayesian methods, False Positive Report Probability (FPRP), and False 

Discovery Rate (FDR), however, non-statistical evidence that implicates a particular marker is 

used in conjunction with statistical results to come to a conclusion about whether a particular 

marker merits further investigation. 

Challenges of PGx Analysis: Sample Size  



 
 

Depending on the type of PGx analysis, the number of genetic markers analyzed can span a very 

large range. 

Large numbers of markers will lead to a large number of false positive results. 

P-value adjustment (e.g., Bonferroni) doesn’t guarantee identification of true positive results. 

Modified interpretation standards are utilized.  

 

 

CHALLENGES: INTERPRETATION: 

P-values alone can mislead. 

“First” GSK whole genome screen: 35,000 markers, 32 cases, 18 controls.  

Four most significant markers had low p-values, including one that satisfied the Bonferroni 

criteria for  

significance (1.4x10-6): 

 

Chromosome: 4 18 5 3 

WGS P-Values: 7.2x10-8  1.8x10-5   4.5x10-4  4.8x10-4 

Selection of PGx markers for follow-up depends heavily on non-statistical lines of evidence, e.g. 

• Is the genotype effect pattern standard (eg, dominant, recessive, additive)? 

• Is the same pattern seen in multiple studies, study arms, race groups? 



 
 

• What is the biological impact of the genetic variant? 

• Is the gene known to be related to the endpoint? 

• Do published results support this association? 

 

[Note: 7.2x10-8 = 7 out of 100 million (72 out of a billion).] 

The condition was an adverse event: hypersenstivity to abacavir.  There was a clinical study in 

which individuals who had previously been treated with abacavir (either in earlier clinical studies 

or in participating treatment facilities) were recruited to provide a blood sample for genotyping.  

Those who had experienced a hypersensitivity reaction were considered cases, those who were 

treated and did not have a reaction were labelled controls.  The numbers included in the original 

analysis were limited by availability and cost considerations.  The subjects in the second analysis 

were an independent set. 

The learnings (obvious in retrospect) were:  

• when one performs as many as 35,000 tests for association, low p-values should 

not surprise us.   

• a result that satisfies Bonferroni is not necessarily a true positive result. 

• (with some additional thought and work): in a large genome screen, markers that 

are truly associated with a clinical outcome will not necessarily have the lowest p-

values. 

Measures of association, such as p-values associated with a given statistic, are by no means the 

only criterion by which we come to conclusions about the causal role of a genetic marker on a 

clinical endpoint.  Rational interpretation requires that we consider all the available information 

about a particular marker - including the statistical - and come to a consolidated judgement 

regarding the strength of evidence for the role of the marker. In other words, statistical analysis is 

a valuable first step in assessing genetic markers, but it is the first of several steps. Replication of 

an initial statistical finding is of course another extremely valuable, and essential, milestone. 

In addition to gene by environment interactions, it is presumed that response to medicine results 

from the complex interplay of multiple genes. 

 

CHALLENGES: INTERACTIONS:  

 

Pharmacogenetic analysis is all about interaction. 

Interaction effects are generally difficult to detect.  



 
 

In addition to gene by environment interactions, it is presumed that response to medicine results 

from the complex interplay of multiple genes. 

Selected Marker – Marker interactions are being evaluated in current PGx analyses. 

While the focus now is on identifying individual genes with large effects, discovering 

interactions may be one of the next “frontiers” in pharmacogenetic research. 

 

                                  

 

PART 7: META ANALYSIS 

 

Methodologies are based on aggregating findings from several trials using: 

1. Analysis of treatment estimates. 

2. Analysis of p-values. 

3. Analysis of raw data, if available. 

More likely now with accessible databases of trial results. 

 

REGULATION:  

ICH E9, Section 7.2.1: 

Under exceptional circumstances, meta-analysis may be the most appropriate way, or the only 

way, of providing enough overall evidence of efficacy via an overall hypothesis test. 

 



 
 

HISTORY:  

 

Agriculture: 1920s and 1930s 

Social sciences: 1950s 

Medical research: 1950s 

Evidence-based medicine: 1980s 

Medical “Collaborations”: 1990s 

Cochrane Collaboration founded in 1993. 

− Database of systematic reviews. 

− Database of abstracts of reviews of effectiveness. 

− Register of controlled trials. 

− Other sources of information. 

 

META ANALYSIS RATIONALE: 

Combines information over studies to yield more power to detect a  

treatment effect. 

May provide power for subgroup analyses. 

Estimates an average effect when several studies have conflicting results. 



 
 

Conflicting results may, however, indicate inconsistent treatment effects over subgroups. 

Extremely suitable when event rates are low (e.g. prevention trials) or when assessing small 

effects in individual trials may be prohibitive. 

May be used to address safety issues, based on existing trials conducted for efficacy. 

 

POTENTIAL LIMITATIONS: 

 

Meta-analysis is retrospective research. Results affected by: 

Changes in diagnostic criteria over time. 

Changes in how the condition is treated. 

Changes in concomitant medication. 

Quality and availability of original data. 

Bias caused in analysis by already knowing the results from each trial. 

Publication bias: 

There is no complete registry of all trial results. 

Obtaining all published studies is difficult. 

Relying only on published studies may distort results. 

False-positive findings (Type I error). 

Many negative trials may not be included in the meta-analysis.  

Meta-analysis cannot replace a well-designed, well-conducted clinical trial. 

 

 

 



 
 

INTERPRETATION OF RESULTS: 

What if the treatment effects differ from study to study?  

Find explanation: 

Investigate baseline imbalances. 

Look at subgroups; e.g. differences between studies. 

If no problems with consistency and the pooled estimate is clinically meaningful, then: 

With several trials of which one or more reach significance, meta-analysis with positive findings 

strengthens the overall evidence. 

With several trials in which none reach significance, meta-analysis with positive findings may be 

suggestive of a true finding but is unlikely to allow recommendation of a therapy; larger trials are 

usually required. 

 

EXAMPLE: Beta-blocking drugs in myocardial infarction 

 

 

 

 

NOTE:  

Beta blockade during and after myocardial infarction: An overview of the randomized 

trials  • Progress in Cardiovascular Diseases  

 

Pages 335-371  

Salim Yusuf, Richard Peto, John Lewis, Rory Collins and Peter Sleight 



 
 

RESULTS FROM 16 LATE-ENTRY LONG-TERM TRIALS: 

 

Proportions are of patients who died. Treatment generally better than Control 

Worst result was Study 14: OR = 1.33 (but not sig even at 10%) 

Best result was Study 2: OR=0.58 (also not sig at 10%) 

Two very large studies: 4 and 10  

 

SUMMARY OF DATA: 

Odds ratio: ratio of the odds of death in the treatment group to that in the control group. 

E.g. in Trial 1 the odds of death in the treatment and control groups are 3/35 and 3/36. Odds ratio 

= 1.03. 

For this example, numbers less than 1 are “better”. 

Only two of the studies (7 and 10) showed a statistically significant difference and three studies 

(1, 5, and 14) showed results in which control was better than treatment. 

 



 
 

FOREST PLOT/ TORNADO PLOT/PETO PLOT/LADDER PLOT: 

 

Size of box is proportional to size of trial. 

− Multiple names in use, and lots of confusion 

− Forest plot or Forrest plot (9000 hits on Google) 

− “Forrest” is actually incorrect 

− Tornado plot or Tornado chart (900 hits) 

− Ladder plot (90 hits) 

− Peto diagram (20 hits) 

Optional addition (common in Forest & Peto) is an overall diamond (Forest) or bar (Peto) at the 

bottom. 

 

STATISTICAL ANALYTICAL METHODS: 

Standard methods exist for combining information across trials. 

Assumes that data represents all available trials without any material bias, such as: 

• non-availability of unpromising results. 

• patient withdrawals. 



 
 

Does not assume that patients in one trial can be compared to patients in another. 

Does not assume that the effects of beta blockade in different trials should be similar. 

 

SOME ALTERNATIVE ANALYSIS: 

Combined p-values: 

• Preponderance of evidence suggests no difference, but 12/15 trials favour the 

treatment arm. 

• Fisher’s method for combining p-values gives an overall p=0.00001, strong 

evidence against the null hypothesis of no treatment effect. 

Naive analysis: 

• Analysis ignores differences between trials. 

• Combined death rates are 670 / 8378 (8%) and 804 / 7970 (10%) in the treated 

and control groups, respectively. 

Odds ratio = 0.77 (p< 0.001); 95% CI = (0.70, 0.86). 

Cochran-Mantel-Haenszel analysis: 

• Analysis adjusts for differences between trials. 

• Adjusted odds ratio = 0.77 (p< 0.001); 95% CI = (0.69, 0.86). 

In this case, unadjusted and adjusted odds ratios are equal. 

23% reduction in the odds of death on treatment versus control. 

 

NOTE: 

Simply looking at the average p-value across all 15 trials (0.35) is misleading since they take no 

account of the direction of the effect within each trial.  Fisher’s method is based on p ~ U(0,1) 

under H0, where p is the 1-sided probability.  Then -2 ln p ~ chi-squared with 2 df.  Hence, 

summing over k independent trials, gives a chi-squared test statistic with 2k df.  For this data set 

we get X2 = 74.23 with 30 df] 

 

INTERPRETATION:  

This 23% reduction may be impossible to discern in clinical practice or in a small clinical trial, 

but worldwide could save thousands of lives. 



 
 

Even in a fairly large trial with 1000 patients per arm and with 100 (10%) deaths in control and 

80 (8%) deaths in treatment, the difference would not be statistically significant (p>0.1). 

Without the meta-analyses this result would have been difficult to see. 

 

 

Further Readings: 

Egger M, Smith GD (1997).  Meta-analysis (series of articles).  BMJ, Volumes 315 and 316. 

Pocock SJ, Thompson SG (1991).  Can Meta-analyses be Trusted? The Lancet 338, 1127-1130. 

NHS Centre for Reviews & Dissemination: www.york.ac.uk/inst/crd/ 

Points to Consider on Application with 1. Meta-Analyses; 2. One Pivotal Study 

(CPMP/EWP/2330/99) 

 

PART 8: SAFETY EVALUATION AND INTEGRATED SUMMARIES 

Fully describe and characterise the event or risk, with particular emphasis on the  

time course of the event. 

Focus on events of special interest (ESI): 

• description. 

Pros:  

 

More precise estimate of treatment effect.  

Subgroup analyses may be possible. 

Results may be generalizable to the larger population. 

May be used when clinical trials are not feasible. 

 

Cons: 

 

Quality and availability of original data may not be good. 

 

Publication bias may exist. 

 

Biases may exist due to nature of retrospective research 



 
 

• Incorporation of time and time-related factors. 

Potential risk factors. 

Possible measures of interest include: 

• time of first occurrence.  

• time-at-risk: especially for chronic use drugs. 

• incidence of subjects with multiple AEs. 

• number of occurrences per subject. 

• event duration. 

• outcome (resolved, resolved w/ sequelae, not resolved). 

Provide graphs where possible. 

Emphasize estimation of the treatment effect and incidence rates, including calculation of 

confidence intervals. 

Presentation of incidence estimates and measures of treatment effect along with associated 

variability estimates can aid interpretation. 

Use observational (epidemiological) data to put events of special interest into context. 

Provide context for evaluating the event of special interest to enable a more complete benefit-risk 

assessment. 

Examine the event (event rates) in the context of background incidence. 

Background incidence is defined as the number of newly identified events (e.g. heart failure) 

over a specific length of time that occurs in a selected population. 

 

DOTPLOT OF INCIDENCE: 

Pool data, if appropriate. May provide substantial evidence of efficacy and/or safety. 

Can obscure potentially meaningful differences between studies. 

Most appropriate to pool or combine data from studies of similar design, e.g. dose, population, 

choice of control and methods of ascertainment of events. 

Individual studies speak for themselves.  

Generally, two or more positive confirmatory studies may be needed to support integrated data 

analyses. 

One confirmatory study may be acceptable.  



 
 

Life-threatening disease, severe morbidity, study replication unethical, p<0.00125 hurdle. 

 

 

 

CUMULATIVE INCIDENCE: 

Analyze response in subgroups. 

Consistency across subgroups (e.g. gender, age) 

Particularly for integrated summaries of safety. 

Subgroup analyses carry less inferential weight. 

Focus on clinically meaningful as opposed to statistically significant differences in these 

subgroups. 

 



 
 

 

 

DISTRIBUTION OF QC INTERVAL: 

 

 



 
 

MODULE 4: STATISTICAL METHODOLOGY 

 

 

 

Parametric Tests: 

Rely on the properties of and assumptions about the distribution of the data; e.g. 

• ANOVA assumes the data being tested have a Normal (bell-shaped) distribution. 

• Parameters of the Normal distribution are the mean and standard deviation. 

Parametric methods focus on estimating parameters and testing hypotheses about them. 

 



 
 

Statistical Tests with Covariates: 

  

 

NON-PARAMETRIC TESTS: 

Make fewer assumptions about the distribution of the data.  

• Hypotheses can be more general than statements about parameters. 

• Have less power than parametric tests if the distribution is known. 

• E.g. Wilcoxon rank sum test is the nonparametric equivalent of the t-test with two 

groups. It does not assume Normality. 

 

WHICH IS BETTER? 

 

If the data follow the assumed distribution, parametric methods are more powerful than non- 

parametric methods. 

However, if the data do not follow the assumed distribution, and transforming the data does not 

help, then non-parametric methods should be used.  

These methods have less statistical power if the data have a normal distribution.  

However, if the data do not have a normal distribution, non-parametric methods can be more 

powerful than parametric methods. 

 



 
 

 

 

PAIRED DATA: 

 

PARALLEL DATA: 

 



 
 

 

PAIRED T TEST: 

 

 

What if the differences are not normally distributed? 

T-test is fairly robust to small departures from normality for large sample sizes.  

However, if deviations are major, we could consider a transformation of the data. 

A transformation does not change the data, it simply puts it on a different scale.  

For example, measuring height in cm or inches does not alter the actual height, but the numerical 

values are different. 



 
 

Some transformations re-scale the data in such a way that the distribution of the transformed 

values is more closely normal than that of the untransformed values. 

The most common transformation to help make data more normally distributed is the log 

transformation.  

If you have tried transforming the differences but they still don’t look to be approximately 

normally distributed, use a non-parametric test. 

 

Wilcoxon Signed Rank Test 

This is a non-parametric alternative to the paired t-test.  

• Makes fewer assumptions about the distribution of the data. 

• Methods exist to estimate the treatment difference with confidence interval in addition to 

the p-value. 

 

FALL IN BP EXAMPLE: 

 

 

• Mean (SD): -0.1 (5.5) 

• Median: -1.5 

• T-Test: p = 0.950  



 
 

                95% CI (-4.7, 4.5) 

• Wilcoxon Signed-Rank Test:  

 p = 0.734 

 95% CI (-5, 6) 

 

Two independent samples: Hypothesis testing: 

The data: 

Data from parallel group study to assess effect of two treatments on the weight of  

subjects with obesity.  

Basic options: 

• T-test (unpaired). 

• T-test after a transformation. 

• Wilcoxon rank sum test / Mann Whitney U test.  

 

Unpaired T-Test: Assumptions 

 

 

Wilcoxon Rank Sum Test (WRST) 

This is a non-parametric alternative to the unpaired T-test. 

  



 
 

Assumptions: 

• At least ordinal data. 

• Independent observations. 

Usual null hypothesis: Population distributions equal. 

After test, present estimates of the treatment difference and the associate confidence interval in 

addition to the p value. 

 

DIET EXPERIMENT EXAMPLE: 

 

Two Sample Test: 

 

 

 

 

 

 

 



 
 

 

 

Analysis of Variance (ANOVA) 

ANOVA is an extension of the t-test that can be used when comparing >2 treatment groups with 

no other factors. 

Example: Consider a study where we are comparing a response (e.g. systolic BP) on 5 different 

treatments. How much of the differences in the observed responses are due to differences 

between treatments and how much is random variability? 

 

We can define which comparisons amongst the treatment groups we would like to make.  We 

then make estimates of the differences between the treatments along with associated confidence 

intervals. 



 
 

 

 

EXAMPLE PARALLEL GROUP DESIGN 

 

 



 
 

 

 

MODEL OF ANOVA: 

 

 

Analysis of Covariance (ANCOVA) 

What is a Covariate? 

A measurement on the subject that: 

Is not affected by treatment. 

Is expected to be related to the response variable;  

• Demographic variables. 



 
 

• Center. 

• Response variable at baseline. 

• Other baseline measurements. 

 

Why investigate Covariate? 

 

To remove potential bias due to any imbalance of covariates between treatment groups. 

Randomization aims to balance all baseline factors between groups, but some important 

imbalance may remain. 

Results of unadjusted tests still valid. 

Unadjusted analysis is easy to interpret. 

To increase the precision of treatment comparisons by taking into account effect of covariates on 

response. 

To assess treatment by covariate interactions. 

 

Unadjusted means: 

 

 

 

 

 



 
 

RESPONSE BY COVARIATE: 

 

 

 

ANALYSIS OF COVARIANCE: 

 

 

 



 
 

Analysis of covariance with adjusted means: 

 

 

 

ADJUSTED MEANS: 

 

Estimate treatment differences using adjusted means.  

Also called Least Square Means, especially for ANOVA. 

“Adjusted means” take into account (“control for”) the other factors in the model (e.g. age, sex, 

baseline).  

 

They estimate the average effect of treatment after accounting for differences between the 

covariates.  

May only make sense if there is not a treatment by covariate interaction. 

Where other factors have an effect on the response, looking at raw (unadjusted) means can be 

misleading. 

 

 

 

 



 
 

EXAMPLE: 

 

 

 

CATEGORICAL COVARIATE: 

 

 

 

 



 
 

 

 

Categorical covariate: 

 

 

 

 

 

 

 



 
 

 

 

 

 

 

 

 

 



 
 

Model for categorical covariate ANOVA: 

 

 

 

EXAMPLE OF RESULTS FROM ANCOVA: 

 

 

 

Endpoint:  

IRLS change from baseline = International Restless Legs Syndrome, scale is 0-40 points. 

Negative change from baseline is improvement. Week 12, LOCF. 

Covariates:  

Baseline rating scale score (continuous) and country grouping (categorical).  



 
 

Which Covariates? 

Primary Analysis must not be exploratory. 

Must pre-specify covariates to be included. 

Only include covariates known to have important influence on primary outcome. 

Keep to pre-specified model. Don’t necessarily include: 

• variables observed post-hoc to be imbalanced. 

• interaction terms with treatment unless planned. 

Otherwise, these are exploratory analyses. 

 

 

 

BASELINE VALUE AS A COVARIATE: 

Always consider including baseline - likely to explain more variability in the response than any 

other covariate. 

If repeated baseline values are recorded, consider using an average value. 

E.g: week-long diary card data during run-in: average over 7 days before randomisation. 

 

STRATIFICATION: 

If an imbalance in a covariate between treatment groups is likely to affect the outcome, consider 

stratifying the randomisation. 

− Better guarantee of balance than randomisation alone. 

− More efficient estimates of treatment effect. 



 
 

− Less likely to make a difference in larger trials. 

− Trials may stratify randomization by center. 

− Limit the number of covariates used in stratification. 

Stratification does not replace need to adjust the analysis for the covariate. Always add the 

randomisation restrictions to the model. 

 

ANALYSIS CONSIDERATIONS: 

 

 

 

ANCOVA ASSUMPTIONS: 

• Homogenous regression slopes for each treatment group (i.e. parallel lines). Interaction 

complicates interpretation of results. 

• Linear treatment-covariate relationship. 

• ANCOVA is somewhat robust to departures from linearity. 

• Response variable Normally distributed. 

• ANCOVA is robust to substantial departures from Normality. 

• Equal variance in each treatment group. 

• Covariates not associated with treatment. 

 

 



 
 

REPEATED MEASURES: 

When you measure the same thing on the same subject more than once to assess treatment effect 

over time.  

For example, in a parallel group study, might measure efficacy outcome at weeks 1, 2, 3, 4, 5, 6, 

7 and 8. 

There are three ways to analyse repeated measures data:  

• Analyse at pre-selected time points. 

• Analyse summary measures encapsulating changes over time.   

• Analyse as repeated measures using mixed effects ANOVA or ANCOVA. 

 

ANALYSIS AT PRE-SPECIFIED TIMEPOINT: 

 

 

 

Important to choose a summary measure from the number of simple measures that capture 

treatment effect: e.g.  

For each subject, a summary is made of that subject’s data to be used in the comparison of the 

treatments.  



 
 

• mean,  

• weighted mean,  

• maximum,  

• Area under the curve (AUC),  

• slope. 

 

ANALYSIS OF SUMMARY MEASURES: 

ADVANTAGES: 

Advantages: 

• Focuses attention on the aims of the analysis. 

• Focuses attention on individual subjects’ profiles 

• Relatively simple analyses. 

• Can be used with categorical data. 

• Reduced dependence on statistical assumptions. 

Disadvantages: 

Missing data: 

• Each subject should provide roughly equivalent information on each summary statistic. 

            Choice of summary measure may be crucial:  

• Effects can be missed. 

Summary measure may be on a different scale as, and hence have a different interpretation to, 

the original measurements. 

                          



 
 

Advantages: 

Provides a more powerful and informative test which answers the following questions: 

Is the difference between the treatment dependent on time? 

If it isn’t, we can look at:  

Is there a difference overall between the treatments? 

Is there a change in the response over time? 

 

Disadvantage: 

Requires more statistical assumptions about the data. 

 

Methods of Analysis for Categorical Data 

 

Categorical data can take one of a number of discrete outcomes, for example:  

Reason for withdrawal: lack of efficacy, adverse event, lost to follow up, other. 

Trial outcome, success/failure.  

Symptom severity, none/mild/moderate/severe 

Where categorical data can only take one of two values (e.g. success/failure) it is referred to as 

binary data. 

 

EXAMPLE OF CATEGORICAL DATA: 

 

 

2x4 contingency table (2 multinomial samples) 

Phase III trial to assess the effect of zanamivir on symptom severity 



 
 

 

2x2 contingency table (2 binomial samples) 

Phase III clinical trial to assess the prophylactic effect of zanamivir 

 

Measures of treatment effect for categorical data: 

 

 

RISK: 

“Risk” of responding to Treatment A: 

        No. of “responders’’ on Treatment A  

               No. of patients on Treatment A 

Just another word for probability or proportion or rate. A response can be a good event or a bad 

event. 

Absolute risk difference: 

 

Absolute risk difference = (Probability of responding on treatment A) – (Probability of 

responding on treatment B).  

This approach can be problematic when the probability of responding is either very high or very 

low. 

For example, response rates of 4% and 12% have the same difference (8%) as rates of 50% and 

58%, but 12% is three times as large as 4%. 

 



 
 

Risk of flu on placebo = 34/554 = 0.061 (6%) 

Risk of flu on zanamivir = 11/553 = 0.020 (2%) 

Risk difference , placebo minus zanamivir = 0.061 - 0.020 = 0.041 (4%) 

 

WHAT IS NUMBER NEEDED TO TREAT: 

• NNT is defined as: 

          

NNT is interpreted as the number of subjects that would need to be treated on the investigative 

therapy to prevent one event that would have occurred on control. 

E.g. We would need to treat about 1/.04 = 25 subjects with zanamivir to stop 1 flu. 

 

RELATIVE RISK: 

• Relative risk is defined as: 

Risk (or prob.) of Response on Treatment A 

Risk (or prob.) of Response on Treatment B  

• Risk of flu on placebo = 34/554 = 0.061 (6%) 

•  Risk of flu on zanamivir = 11/553 = 0.020 (2%) 

•  Relative risk, placebo to zanamivir = 0.061/0.020 = 3.085 

 

INTERPRETATION OF RELATIVE RISK: 

The correct interpretation of this Relative Risk is that a patient was 3.085 times more likely to 

get the flu on placebo than on zanamivir. 

 

SUMMARY OF RELATIVE RISK: 

If the Relative Risk (RR) is defined as:   Risk(Trt. A) / Risk(Trt. B 

RR can take any value from 0 to infinity. 

RR < 1 indicates patients receiving Treatment B may be at greater risk than A. 



 
 

RR > 1 indicates patients receiving Treatment A may be at greater risk than B. 

RR = 1 indicates risk may be the same in both treatments. [It does not PROVE the two 

treatments are equivalent.] 

 

ODDS: 

An event (e.g. outcome of treatment) can result in a response (e.g. cure) with probability p, or a 

non-response (e.g. failure to cure) with probability (1-p). 

The ODDS of the response are p/(1-p).  

Odds are NOT a probability, they are a ratio of probabilities. 

An alternative definition of odds is: 

     No. of “responders”         

  No. of “non-responders” 

The odds ratio (OR) is defined as: 

  Odds of Responding to Treatment A  

  Odds of Responding to Treatment B  

Odds of flu on placebo = 34/520 = 0.065 

 Odds of flu on zanamivir = 11/542 = 0.020 

 Odds ratio, placebo to zanamivir = 0.065/0.020 = 3.222 

 

INTERPRETATION OF ODDS RATION: 

• The correct interpretation of the Odds Ratio in the example is: 

• The odds of getting the flu on placebo were 3.222 times the odds of getting the flu on 

zanamivir. 

• This does not mean that a patient was 3.222 times more likely to get the flu on placebo 

than zanamivir (common mistake). 

 

SUMMARY OF ODD RATIO: 

If the Odds Ratio (OR) is defined as:  Odds(Trt. A) / Odds(Trt. B) 

OR can take any value from 0 to infinity. 

OR < 1 indicates patients receiving Treatment B may be at greater risk than A. 



 
 

OR > 1 indicates patients receiving Treatment A may be at greater risk than B. 

OR = 1 indicates risk may be the same in both treatments. [It does not PROVE the two 

treatments are equivalent.] 

 

CAUTION ABOUT RATIOS: 

Important to understand the way the ratio is being calculated -- which treatment is on top and 

which on bottom of the ratio. 

Important to be able to make the correct interpretation of an odds ratio: 

The OR is not a ratio of probabilities! 

CONTRASTING MEASURES OF TREATMENT EFFECT: 

 

 

 

Relationship between risk difference, relative risk and odds ratio  

 

If treatment has no effect (i.e. event rates are equal for both treatments) then: 

-ARD = 0 , and RR = OR = 1 

When the event is rare, the rates are both small and the OR is approximately equal to the RR. 



 
 

In certain types of epidemiologic studies (e.g. case control studies) only the OR can be 

meaningfully computed.  

In these studies, the total numbers of events and the total number of non-events are fixed by the 

investigator, so that the rates and hence differences in rates and RR cannot be interpreted. 

 

 

EXAMPLE:  

H0: There is no different effect of zanamivir on the chances of   developing flu compared to 

placebo. 

In this example, c2 = 12.21.  

• p-value = 0.0005.  

So, we reject the null hypothesis of no difference between zanamivir and placebo and conclude 

there is evidence of a difference between the two regimens on the chances of developing flu.  

 

 

 

LOGISTIC REGRESSION: 

• Methods for hypothesis testing for categorical data e.g. chi-square test are very useful and 

easy to implement but have their limitations; for example, can only easily adjust for one 

factor (e.g. centre) when using Cochran-Mantel-Haenszel tests 



 
 

• Logistic regression is like analysis of covariance for categorical data. It is used to 

describe the effect of a set of explanatory variables (covariates) on response. 

Response variable can be binary or multi-level.  

Can be used to explore interactions 

 

LOGISTIC REGRESSION MODEL: 

Logistic regression models a relationship between the odds of an event and some predictor 

variables, eg. X=baseline severity: 

    log(Odds at X) = β0+ β1X. 

This means the probability of the event as a function of X has the following S-shaped curve, 

when β1>0: 

Can be used to estimate and test odds ratios. 

 

 

Example: 

Ropinirole vs Placebo in Parkinson’s Disease: 

• Primary endpoint: 

Response defined as >30% improvement in UPDRS motor score. 

• Factors in the analysis: 

Terms included in model (regardless of stat. sig.): 

Treatment 



 
 

Center 

Selegiline use (a concommitant medication) 

Terms included in model (and removed if non-sig.): 

• Treatment interactions w/ center & selegiline 

• Age ( 65, > 65), Sex 

• Age at onset of disease 

• Disease stage 

 

Placebo response rate = 23/118 (19%) 

Ropinirole response rate = 50/107 (47%). 

Ropinirole:P lacebo Odds Ratio(95% CI) = 4.45, ci(2.26, 8.78). 

This indicates that the odds of a ropinirole patient responding to treatment is 4.45 times greater 

than the odds of a placebo patient responding to treatment. 

Since the CI does not include 1, there is a statistically significant treatment effect in the total 

population in favor of ropinirole. 

 

Treatment by Selegiline Interaction: 

 



 
 

Methods of Analysis: 

More generally, the time to an event: 

Time until death/recurrence/disease progression. 

Time until a desired response. 

Duration of a desired response. 

 

Measured in patient time, e.g. days / weeks: 

• Relative time the patient has been in the study. 

• Some patients will not experience the event (Censored data). 

Either the trial will have ended before the patient experiences the event, or, the patient is lost to 

follow up before experiencing the event.  

 

POSSIBLE END-POINTS: 

 

 

 

 

 



 
 

CALENDAR TIME: 

 

 

 

PATIENT FOLLOW UP TIME: 

 

 

 

ADVANTAGES OF SURVIVA DATA: 

Uses information from censored patients and patients with a response. 

Usually more informative and more sensitive than: 

Percentage of patients who have the event at an arbitrary point in time.  

Percentage of patients who have the event at any time during the trial. 



 
 

What Kaplan-Meier does? 

 

 

How Kaplan-Meier works: (Product Limit Estimates) 

Estimate the conditional probability of “surviving” past time t given that the subject has survived 

until time t: 

 

(N ‘at risk’ just before t) – (N ‘with event’ at time t) 

              N ‘at risk’ just before t 

 

N ‘at risk’ will lessen as patients experience the event or are censored.  

 

Estimate the Survivorship Function by estimating the cumulative probabilities of ‘surviving’ 

each time period using the multiplicative rule. 

 

COMPUTATIONS: 

How to combine conditional probabilities to obtain probability of “survival” at time x? 

Accumulate the probabilities of ‘surviving’ each week by multiplying them: 

P(survive 2 weeks)= P(surv week 1)*P(surv week 2) 

P(survive 3 weeks)= P(surv 2 weeks)*P(surv week 3) 

If no one fails in week x then P(surv week x)=1, so P remains the same. It only changes (drops) 

at time points with failures. 

 

Cumulative probability: Survivorship function. 



 
 

RELAPSE DATA:  

 

 

 

PLACEBO DATA: 

 

 

 

 

 

 



 
 

TREATMENT DATA: 

 

 

 

Plot of Kaplan-Meier curves: 

 

 



 
 

Plot of Kaplan-Meier curves: Summary statistics: Medians 

 

 

 

Plot of Kaplan-Meier curves: Summary statistics: Proportions  

 

 



 
 

HOW DO WE COMPARE THE CURVES? 

• Null hypothesis: Survival functions are identical. 

• Choice of test depends on expected differences in survival pattern. 

Wilcoxon Test is more powerful when differences between curves occur early. 

• Relapse rates example, p = 0.0002  

Log-Rank Test is more powerful when differences between curves occur later. 

• Relapse rates example, p < 0.0001 

 

Cox’s Proportional Hazards Model: 

Allows covariates and interactions to be included in the model.  

Summary measure of treatment difference is the Hazard Ratio: 

Definition: the hazard is the instantaneous death rate for an individual surviving to time t. 

 

The hazard ratio is like a risk ratio for survival rates. Model assumes relative hazards of 

treatment groups are constant over the study duration; that is, the treatment difference is constant 

over time (relatively speaking). 

 

CPH MODEL FOR EXAMPLE: 

 

 

 



 
 

 

 

Lost to follow-up is a concern. 

Methods assume censoring is unrelated to treatment effect. 

That is, subjects who drop out aren’t more likely to be about to have the event than subjects who 

don’t drop out.  

The more patients are lost to follow-up, the more risk of bias. 

Need to consider how much lost-to-follow-up is acceptable 

 

 


